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 We tested this objective using data compiled by The Cancer Genome Atlas (TCGA) project 
and the UK Biobank.  TCGA data consisted of information on DNA chromosome scale length 
variation extracted from the peripheral blood of 8,821 di�erent patients, each of whom had 
one of 32 di�erent types of cancer.  The UK Biobank data consisted of about 1500 women di-
agnosed with breast cancer (cases) and about 5000 women who have no record of any type 
of cancer(controls).
 We characterized structural variation by a quantitative measure of chromosomal-scale 
length variation.   Chromosomal-scale length variation is computed from array data. In the 
TCGA data, it is a product of the copy number variation pipeline.  In the UK Biobank data, we 
computed it as the average value of the CNV log2r data across the chromosome.
 We can characterize a person’s germ line DNA by a series of 22 numbers, each representing 
the log base 2 ratio of the chromosome’s length compared to the average chromosome 
length. Using these 22 numbers for each person, we set up a machine learning classi�cation 
problem to di�erentiate those people diagnosed with a particular form of cancer from those 
who have not been diagnosed with that cancer.  Similarly, we can break each chromosome 
into four equal parts and use 88 numbers for each person.  We used the h2o libraries in R to 
test how well di�erent machine-learning algorithm can classify whether a person had a spe-
ci�c cancer or not, based soley on these numbers derived from germline DNA. 

 The current best predictor of lifetime risk for many forms of cancer is family history.  
Family history is transmitted through germ line DNA. Analysis of germ-line DNA should be 
able to predict lifetime risk at least as well family history. Genetic risk scores, used to predict 
lifetime risk from DNA,  usually consist of linear combinations of SNPs.  These scores ignore 
structural variations and epistatic e�ects (non-linear combinations).  The objective of this 
study is to test whether germline DNA structural information along with machine learning 
algorithms, which can use non-linear combinations,  can be used to predict whether a 
person will develop di�erent types of cancer.  

In two independent datasets, the Cancer Genome Atlas (TCGA) project and the UK Biobank, we could 
classify whether or not a patient had a certain cancer based solely on chromosomal scale length varia-
tion. We found that all 32 di�erent types of cancer in the TCGA dataset tested could be predicted 
better than chance using structural variation data.  Speci�cally, in the TCGA dataset we measured the 
area under the receiver operator curve, known as the AUC, for ovarian cancer in women (0.89), glio-
blastoma multiforme (0.86), breast cancer in women (0.75), and colon adenocarcinoma (0.79), with a 
95% con�dence interval width of less than 0.01 in each case.  This method could predict 10% of glio-
blastoma multiforme cases with less than 1 in 10,000 false positives in the TCGA dataset.  In the UK-
Biobank dataset, we could predict breast cancer in women with an AUC=0.83. 

Genetic risk scores based on structural variation can e�ectively predict whether a 
person will eventually develop many di�erent types of cancer.

Conclusions
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Figure 1.  This �gure illustrates some of the 
properties of chromosomal scale length varia-
tion. The data is based on a sample of 10,000 
people from the UK Biobank. The units are log 
base 2 ratio. A value of 0.0 is equal to  the 
nominal average chromosomal length.)
  
Part (A)  shows a two dimensional histogram 
for all 10,000 people.  The length variation  in 
each person’s chromosome 1 was plotted 
against the length variation in the person’s 
chromosome 2.  The �gure indicates that the 
length of the two chromosomes is highly cor-
related.

Part (B) indicates that the length of a person’s 
chromosome 2 and chromosome 3 are also 
highly correlated.

Part (C) demonstrates that although the length 
of a person’s chromosome 1 and chromosome 
2 are highly correlated, the length of the �rst 
25% of the two chromosomes is not very cor-
related.

Part (D) demonstrates that subsections of 
chromosome 1 (the �rst 25% and the second 
25%) are uncorrelated.

The classi�cation algorithms perform best with 
uncorrelated inputs.  This �gure demonstrates 
that sub regions of these chromosomes are 
uncorrelated.

Inherited factors are thought to be responsible for a substantial fraction of many di�erent forms of 
cancer.  However, individual cancer risk cannot currently be well quanti�ed by analyzing germ line DNA.  
Most analyses of germline DNA focus on the additive e�ects of single nucleotide polymorphisms (SNPs).  
Here we show that chromosomal-scale length variation of germline DNA can be used to predict wheth-
er a person will develop cancer.  In two independent datasets,  the Cancer Genome Atlas (TCGA) project 
and the UK Biobank, we could classify whether or not a patient had a certain cancer based solely on 
chromosomal scale length variation of germ line DNA.  In the TCGA data, we found that all 32 di�erent 
types of cancer could be predicted better than chance using chromosomal scale length variation data. 
We found a model that could predict ovarian cancer in women with an area under the receiver operator 
curve, AUC=0.89.  In the UK Biobank data, we could predict breast cancer in women with an AUC=0.83.  
This method could be used to develop genetic risk scores for other conditions known to have a substan-
tial genetic component and complements genetic risk scores derived from SNPs.

Figure 2. The receiver operat-
ing characteristic curves for 
four different cancer types.  
The receiver operating charac-
teristic curves characterize 
how the test’s true positive rate 
varies with its false positive 
rate.  The overall curve can be 
summarized by the area under 
the curve (AUC).  An AUC of  
0.50 is indicative of  a random 
guess.  An AUC of  1.0 is a per-
fect test; all cancer cases and 
controls are correctly classi-
fied

 Type of Cancer Cases Controls AUC 
Adrenocortical carcinoma 85 9713 0.77 

Bladder Urothelial Carcinoma 361 9437 0.70 
Breast invasive carcinoma (in women) 968 3715 0.73 

Breast invasive carcinoma (in men and women) 977 8821 0.81 
Cervical squamous cell carcinoma 281 4411 0.71 

Cholangiocarcinoma 34 9764 0.71 
Colon adenocarcinoma 374 9424 0.79 

Lymphoid/ Diffuse Large B-cell Lymphoma 42 9756 0.76 
Esophageal carcinoma 124 9674 0.78 

Glioblastoma multiforme 484 9314 0.86 
Head and Neck squamous cell carcinoma 488 9310 0.66 

Kidney renal clear cell carcinoma 110 9688 0.82 
Kidney renal papillary cell carcinoma 219 9579 0.75 

Brain Lower Grade Glioma 485 9313 0.66 
Liver hepatocellular carcinoma 306 9492 0.69 

Lung adenocarcinoma 402 9396 0.67 
Lung squamous cell carcinoma 296 9502 0.72 

Mesothelioma 85 9713 0.82 
Ovarian serous cystadenocarcinoma 424 4268 0.89 

Pancreatic adenocarcinoma 146 9652 0.70 
Pheochromocytoma and Paraganglioma 175 9623 0.84 

Prostate adenocarcinoma 423 3711 0.66 
Rectum adenocarcinoma 132 9666 0.75 

Sarcoma 233 9565 0.72 
Skin Cutaneous Melanoma 465 9333 0.73 
Stomach adenocarcinoma 369 9429 0.74 

Testicular Germ Cell Tumors 132 4002 0.73 
Thyroid carcinoma 417 9381 0.73 

Thymoma 111 9687 0.78 
Uterine Corpus Endometrial Carcinoma 504 4188 0.71 

Uterine Carcinosarcoma 48 4644 0.78 
Uveal Melanoma 80 9718 0.80 

Table 1.  This table shows the cancer type, area under the receiver operating char-
acteristic curve (AUC), the number of cases in the TCGA dataset, and the number of 
controls in the TCGA dataset.  The average of five measurements is reported.  The 
standard deviation of the five measurements was less than 0.03, usually less than 
0.01. 

More information is available at:
 https://brodylab.eng.uci.edu/aacr-2020-poster/


